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Executive Summary
Autonomous artificial intelligence agents are moving from concept to enterprise 
deployment at an exponential rate, executing decisions in procurement, human 
resources, cybersecurity and operations. While efficiency gains and return on 
investment (ROI) are easy to define, these systems often introduce material risks such 
as misalignment, exploitation or unintended behavior. Business and cybersecurity 
leaders must establish practical governance frameworks now instead of waiting for 
unmanaged behaviors to spiral into enterprise risk. 

Our working group shares governance approaches based on design-first principles, 
practical inputs for navigating individual organizational complexities, and tested 
risk frameworks that ensure AI agents operate with safety, transparency and, where 
appropriate, human oversight. By developing pragmatic practitioner frameworks for 
bounded autonomy, monitoring and intervention, we will enable enterprises to scale 
agentic AI responsibly while maintaining control.
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The Agentic Moment
The discourse surrounding autonomous AI 
agents has evolved rapidly. 2025 is the year the 
conversation progressed from “What are agents?” 
and “Should we use agents?” to “How do we stop 
the ones we already have from doing something 
catastrophic?” It has now arrived at “We are all 
using them, but how do we do it well?”

As organizations move rapidly from 
experimentation to adoption, proven, practical 
methods for implementing this technology at 
scale remain limited. The National Institute of 
Standards and Technology (NIST) has begun 
updating and modifying its risk management 
framework to incorporate these considerations, 
which inform the governance approaches 
presented in this white paper. The opportunity 
lies in implementing this technology to achieve 
additive and exponential outcomes, while 
minimizing high-risk, high-impact scenarios for 
the organization.

I N T R O D U C T I O N

Real-world implementations in 
production today demonstrate the 
technology’s scope and impact:

•	80% to 90% of Tier-1 security 
operations center (SOC) analysts 
replaced by agents that analyze, 
enrich and block malicious traffic;

•	Fraud systems that reverse wire 
transfers without human approval;

•	Contract agents that redline, route 
and can/will countersign;

•	Code-writing agents that commit 
directly to production repositories, 
with code assist agents managing 
the dependencies;

•	Back-office management 
including emails, calendars, base 
correspondence and administrative 
tasks;

•	Replacement of character 
recognition systems with computer 
vision at scale.

The upside is measured in hundreds of 
millions of dollars. When failure occurs, 
the downside will be measured the 
same way. The only question is whose 
logo will be on the headline.
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WH AT  I S  A N  A G E N T ?

What Exactly Is an Agent?
A foundational understanding is that agents are amoral power tools. They lack common 
sense, situational awareness and ethical reasoning.

“Agent” is a broadly used term across technology, often with different meanings. Clearly 
defining how it is used in a given context is essential for proper risk management and 
for realizing the benefits of this technology. 

The table below shows the three most common clustered uses of the term. 

Automation/Robotic  
Process Automation (RPA)  Copilot/Generative AI  Agentic AI

Fixed script, fixed 
environment

Helps a human
Acts autonomously with 
delegated authority

No reasoning capability Single-turn reasoning
Multi-step planning and 
tool use

No identity Uses operator’s identity
Has its own non-human 
identity

Fails predictably Fails politely
Fails creatively at  
machine speed
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WH AT  I S  A N  A G E N T ?

Automation has existed since the earliest days of technology. It relies 
on programming scripts and deterministic workflows. There is no 
reasoning, adaptive logic and risk of drift.

Gen AI and the use of copilots introduce much higher risk. They 
include potential for reasoning and have proven to demonstrate 
variability in outputs for identical inputs, making it challenging in 
scenarios that require consistent determinations and responses. 
These are often associated with AI agents, but they are generally not 
specific to agents.

An agent, as defined for analyzing the implementation risk and 
benefit, refers to operations that occur autonomously through 
granted authority or human-in-the-loop (HITL) intervention. These 
are generally single-task or linked sets of tasks, with either one 
agent having all the options or the second being a group of agents 
accomplishing the same work.

All agents fall into one or more of the following categories:

•	 Semi-autonomous

•	 Tool augmentation

•	 Tool assistance

•	 Autonomous

•	 Not an agent (traditional automation)
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WH AT  I S  A N  A G E N T ?

Agentic vs. Agent Considerations

An agent is a singular autonomous entity 
designed to execute a specific task. It can access 
tools, repositories or data sources to gather 
information and make decisions independently 
within its defined objective. 

In contrast, an agentic system refers to a 
coordinated collection or team of multiple 
agents, each with specialized roles, unique 
capabilities, and limited access or instructions. 
These agents collaborate to achieve a complex, 
multi-step outcome that no single agent could 
accomplish alone.

The decision matrix below is based on multiple 
in-production agentic environments. It shows 
how organizations can determine where to 
place humans in the loop based on both the 
level of autonomy and the agent’s context and 
intended use. In practice, these factors must be 
considered together to ensure confidence and 
safety in operations.

A similar table and risk spectrum can also inform 
decisions about the use of small language 
models (SLMs) versus large language models 
(LLMs) within the organization. Proprietary and 
trade secret workflows typically rely on internal-
only tools built on SLM, while unclassified low-
sensitivity and commodity operations are more 
commonly deployed using LLM and third-party 
vendor-assisted systems.

Example:

•	An individual agent might be 
responsible for retrieving a 
specific file from a repository.

•	An agentic system would 
involve multiple agents 
working together: one retrieves 
the file, another formats and 
prints it, and the third one 
handles packaging and mailing 
- resulting in the end-to-end 
fulfillment of the goal.
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WH AT  I S  A N  A G E N T ?

The Four-Tier Risk Framework and HITL Decision Matrix

Every agent starts in 100% “training-wheel mode” for a minimum of 30 days (or X counts 
of execution with statistical significance of proof). Measure divergence from human 
decisions, then dial HITL requirements back only when the data demonstrates it’s safer 
than the human it replaces.

*Note that recommendations, thresholds and levels presented here should be adjusted to fit your situation, 
business tolerance, and technology and cybersecurity capabilities.

Risk 
Tier

Example Use 
Cases

Permitted 
Autonomy

Mandatory HITL 
Placement

Reliability 
Threshold to 

Reduce Oversight

1
Calendar scheduling, 
report formatting, 
data aggregation

Full None N/A

2
Phishing triage, 
expense approval 
<$25k, Tier-1 alerting

Medium + auto-
escalation

End-of-process 
approval or statistical 
sampling

≥ Human baseline for 
30 days

3

Fraud payment 
reversal, contract 
execution, production 
code commit

Low
Beginning + middle 
explicit approval

≥ Human baseline 
for 90 days + 
independent audit 
agent

4

Life-safety, factory 
shutdown, bulk PII 
movement, market-
making; prescription 
determination

Effectively none in 
2025-2027

Beginning, middle 
and end

Not yet defensible at 
scale
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WH AT  I S  A N  A G E N T ?

Identity, Access and Least Agency

What Makes an Agent an “Identity”?

For decades, enterprises have understood identity primarily through a human lens - 
employees, contractors, administrators and service accounts operating within defined 
roles and controls. Automation existed, but it was largely deterministic: structured 
workflows, predictable outcomes and limited autonomy.

Agentic AI fundamentally breaks this model.

An AI agent is not merely automation. It is an identity that can take action, make 
decisions, adapt to changing environments, and operate across multiple systems on 
behalf of a human or a business function. Unlike traditional intelligent automation 
or RPA, agentic systems are multi-step, multi-function and context-aware, capable 
of replacing entire roles such as customer service agents, Tier-1 SOC analysts or 
operational coordinators.

This shift necessitates a re-examination of identity, governance and accountability - not 
as theoretical concerns, but as immediate operational risks.

At its core, an agent is an identity 
characterized by:

•	 Authority: Permissions and access;

•	 Intent: A defined purpose or task;

•	 Autonomy: The ability to decide 
how to achieve outcomes;

•	 Attribution: Actions taken on 
behalf of a human or organization.

This represents a critical inversion from 
traditional software: Traditional software 
executes instructions; agents make 
decisions.

Agents can:

•	 Act across multiple systems;

•	 Adapt behavior over time;

•	 Escalate actions;

•	 Interact with humans and other agents;

•	 Operate in environments that are not fully 
predictable

Once an agent can act, it must be governed 
like an identity, not merely as code.
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WH AT  I S  A N  A G E N T ?

The Expanding Identity Surface:  
Humans, Non-Humans and Agents

Autonomy Changes the Risk Equation

Enterprises already manage multiple 
identity types:

•	 Human identities: employees, 
admins, contractors;

•	 Non-human identities: 
service accounts, application 
programming interfaces;

•	 Privileged identities: 
administrators with elevated 
authority.

Agent identities introduce a new category:

•	 They may inherit human authority;

•	 They may operate autonomously;

•	 They may span internal and third-party 
systems;

•	 They may access sensitive data across 
domains.

Critically, when an agent acts using 
delegated human authority, personal and 
corporate liability are established, even if the 
agent made the decision.

Agents range along a spectrum, and where an agent falls on that spectrum has direct 
implications for how it should be governed:

•	 “Dumb intern” - low autonomy, tightly scoped;

•	 HITL systems asking for approval;

•	 Self-correcting agents;

•	 Fully autonomous agents replacing entire functions.

Movement along this spectrum introduces predictable shifts in both responsibility and 
exposure. When autonomy increases, so does risk:

•	 Scope drift happens faster than with humans;

•	 Permissions expand more easily - “just give it root”;

•	 Common sense cannot be assumed;

•	 Agents will pursue objectives without moral judgment or consequence awareness.

These risks are not unique to malicious actors. Well-intentioned internal teams, empowered 
by low-code/no-code tools, are already building agents to “get the job done,” often without 
understanding the governance implications.
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WH AT  I S  A N  A G E N T ?

Why Governance Cannot Be  
Transaction-by-Transaction

Agents require equivalent - but 
different - controls, such as:

•	 Purpose definition;

•	 Permission scoping;

•	 Tool restrictions;

•	 Behavioral baselines;

•	 Continuous observability;

•	 Outcome validation.

Governance should focus on design-
time controls and runtime guardrails 
rather than constant human approval 
for every action.

The expansion of agent autonomy across 
systems and decisions raises a common 
question: If humans are audited periodically, 
should agents be governed at every 
transaction?

The answer is no, but the governance model 
must change.

Human governance relies on:

•	 Hiring standards;

•	 Training;

•	 Access reviews;

•	 Behavioral analytics;

•	 Manager oversight.

Ownership, Accountability and the RACI Reality

Agents do not own outcomes. Agents are not accountable. Agents are not part of the 
responsible, accountable, consulted and informed (RACI) reality.

They are worker bees.

Ownership is purpose driven: If a human owns the process today, they own the agent 
that executes that process tomorrow.

Humans remain:

•	 Accountable for design;

•	 Responsible for controls;

•	 Liable for outcomes.

Failures are not the agent’s fault; they reflect insufficient guardrails, context or 
governance of the process owners and organization.
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T O O L S ,  A CC E S S  &  T H E  N E W  AT TA C K  S U R FA C E

Tools, Access and the  
New Attack Surface
Agents require tools to deliver value: email 
access, file systems, APIs, Model Context 
Protocol (MCP) and third-party platforms. 
But every tool is also a potential weapon.

This intersection of identity, security and 
governance introduces critical risks:

•	 Over-permissioned agents enable data 
exfiltration;

•	 Social agent engineering becomes the 
next phishing vector;

•	 Third-party “AI-enabled” vendors 
introduce opaque risk;

•	 Agent-to-agent escalation mirrors human 
privilege creep at machine speed.

The reality is simple: It is far easier to put 
hard guardrails around software than 
around humans.

The opportunity is to act before autonomy 
scales. Agents can be managed effectively, 
but their exponential growth inside 
organizations creates challenges similar to 
maintaining clear ownership of abstract, 
cloud-created assets. Attempts to address 
this through configuration management 
databases and other registries have proven 
difficult. Identity management systems, 
however, can provide clearer lines of 
sight into ownership, access and control, 
supporting both governance improvements 
and incident response scenarios.

Agents should be evaluated  
much like humans:

•	Can they reliably do the job?

•	Do we have data to validate 
outcomes?

•	Are performance and error rates 
acceptable?

•	Are costs justified relative to non-
agentic alternatives?

Not all workflows require an agent. 
Organizations should exercise caution 
and pragmatism when solving 
problems to avoid the “everything 
looks like a nail when you only have a 
hammer” mentality.
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Governing Agentic AI:  
A Tiered Enterprise Framework
Why Governance Must Be Layered 
Agentic AI introduces a power curve that traditional governance models were not designed 
to absorb. When things go wrong, they do so at machine speed, across interconnected 
systems, and often without a clear, linear chain of causality. The risk is not merely faster 
failure; it is failure at scale, amplified by autonomy and interdependence.

The response is not to invent entirely new governance disciplines, but to apply familiar 
structures with greater clarity and intent. Effective governance for agentic systems requires a 
tiered approach:

1.	 Policy as the superstructure: Defining what is permitted and prohibited in principle;

2.	 Governance, risk and compliance (GRC) frameworks: Managing compliance, risk 
classification and accountability;

3.	 Technical guardrails: Enforcing controls through architecture, tooling and monitoring.

Each layer serves a distinct purpose. Together, they define bounded autonomy, escalation 
thresholds and enforceable constraints without unnecessarily slowing innovation.

G OVE R N I N G  A G E N T I C  A I

Layer Purpose Key Elements Owner

Policy as the 
Superstructure

Flat bans and red 
lines

No public LLMs with 
unclassified data, no write 
access to payment systems 
without Tier-3 controls, no self-
modifying agents

Enterprise Risk + 
Legal

GRC Frameworks Registry and approval
Central agent registry, weekly 
steering committee review, 
risk-tier scorecard

Cybersecurity + 
Affected Business 
Unit

Technical Guardrails
Prevention at 
machine speed

LLM firewall, tool sandboxing, 
supervisor agent hierarchy, 
observability, real-time cost/
loop detection

Platform Engineering 
+ Cybersecurity
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Policy as the Superstructure 
At the highest level, policy establishes the non-negotiables:

•	 What types of AI are allowed?

•	 What categories of use are prohibited?

•	 Where legal, privacy and regulatory boundaries exist?

•	 What accountability expectations apply regardless of implementation?

Without this superstructure, downstream governance becomes reactive, inconsistent 
and ultimately indefensible - particularly under regulatory or audit scrutiny.

G OVE R N I N G  A G E N T I C  A I

This layer answers the simplest but most 
critical questions:

•	 What can and cannot be done?

•	 What must always involve a human?

•	 What decisions are never delegated? 
 

Policy must explicitly address:

•	 Content governance;

•	 Privacy and legal constraints;

•	 Use cases involving harm, life safety or 
regulated outcomes.

Layer 1:



Governing Autonomous AI Agents  |  16

GRC Frameworks 
Governance operationalizes policy through risk classification and accountability models 
that enterprises already understand.

A useful mental model is a risk heat map driven by architectural and use-case decisions:

•	 A copilot scheduling a calendar is low risk;

•	 An agent making clinical or production quality decisions is high risk;

•	 Life-safety or human-impacting decisions require the highest scrutiny.

Governance must define who owns the agent and its outcomes. Ambiguity increases 
liability. Legal agents, operational agents and functional agents cannot exist in a gray 
zone between IT and the business. Ownership must be purpose driven and explicit.

G OVE R N I N G  A G E N T I C  A I

Risk is not inherent to “AI”; it emerges 
from the sum of its parts:

•	 The LLM (public vs. private);

•	 The agent and its tools;

•	 Intended use;

•	 Data sensitivity;

•	 Level of autonomy;

•	 Dependencies on downstream systems 
and their reliability;

•	 Monitoring and review mechanisms.

This framing enables governance to scale:

•	 Simple utility agents may require 
minimal review;

•	 Decision-making agents demand 
deeper validation;

•	 Customer-facing or production-
impacting agents require continuous 
oversight.

Layer 2:
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Technical Guardrails 
The greatest ROI comes from technical guardrails - controls that are electronically 
enforced across the enterprise. These are inherent and operate at scale in the enterprise: 
security tools, identity access systems, logging and alerting systems, and more. While 
we do need some AI-native tooling to work within these spaces, the foundation relies on 
established cybersecurity and IT system management practices

These include:

•	 Cybersecurity reviews triggered  
by changes;

•	 Architecture-based restrictions;

•	 LLM firewall rules;

•	 Tool and permission scoping;

•	 Environment-level deployment controls.

This is especially critical given the rise of citizen developers, AI-assisted “vibe coding,” 
rapid internal code generation without commercial safeguards and individual 
contributors becoming “managers” of agentic workforces.

One can build an agent easily. The true gate is who can deploy it into an environment 
and grant it an identity. Without identity and access, an agent is inert. With both, it 
becomes powerful.

G OVE R N I N G  A G E N T I C  A I

Governance must define:

•	 What type of LLM is permitted?

•	 What data the agent may access;

•	 What tools the agent may invoke;

•	 Where the agent may operate (and 
where it may not).

Layer 3:
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Autonomy, Escalation and the Limits of Comfort
Agentic systems behave much like humans:

•	 They escalate to get work done;

•	 They leverage available permissions;

•	 They collaborate - sometimes implicitly -  
with other agents.

This introduces uncomfortable but familiar governance questions:

•	 Can agents request just-in-time (JIT) access?

•	 Can they open tickets for permission changes?

•	 Can they trigger supervisor review?

•	 Can they reverse actions when anomalies occur?

There is broad discomfort with self-elevating agents, particularly in high-risk domains. Many 
organizations draw a hard line: no autonomous permission changes, no proximity to cyber-
physical or operational technology systems, and strict sandboxing for experimentation. 

In high-risk environments involving life safety, manufacturing or critical infrastructure, 
“dumb agents” with narrow operational scopes are often preferred. Local systems act within 
their own sphere of knowledge, while global patterns are surfaced for human review rather 
than automated action.

G OVE R N I N G  A G E N T I C  A I
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The Case for AI Supervising AI

A I  S U P E R VI S I N G  A I

As agentic systems scale, a human-only oversight model becomes impractical. The platoon 
problem applies: Managing 20 people is feasible, 200 is difficult and machine-scale oversight  
is unrealistic.

This reality leads to an emerging but inevitable construct: supervisory agents.

These agents can monitor behavior across other agents, detect abnormal patterns, reverse 
actions where appropriate and notify humans when thresholds are crossed.

But a paradox follows. Supervisory agents require broad visibility and elevated permissions. 
Governance must therefore distinguish between:

•	 Utility agents with wide but shallow access;

•	 Deep agents with narrow, time-bound authority;

•	 Supervisory agents whose power is constrained by function, not convenience.

Like their human counterparts, supervisory agents are prime targets for hackers, scammers 
and competitors. Their design and deployment must avoid introducing overlapping network 
segments or application-level risks that stem from elevated permissions.

Governance Without Overengineering
A recurring risk is over-governance driven by fear rather than evidence. AI does not require 
perfection. Organizations already accept human error rates well below 99.999%.

The goal is appropriateness, not absolutism:

•	 Controls should match risk;

•	 Monitoring should focus on anomalies;

•	 Reviews should align to impact, not novelty.

AI is exposing long-standing weaknesses in fundamentals:

•	 Identity management;

•	 Data protection;

•	 Access control;

•	 Third-party risk management. 

These are not new problems. These have been solved, but agentic AI simply magnifies them - 
often by orders of magnitude. Organizations that lack a full program and primed environments 
will face greater challenges in establishing reliable and secure agentic operations.



The Governance Imperative
Governance for agentic AI is not about slowing adoption. It is about 
ensuring that autonomy is bounded, observable and accountable.

•	 Policy defines the lines;

•	 GRC ensures alignment and ownership;

•	 Technical guardrails enforce reality.

Without this structure, organizations risk a governance vacuum, where 
agents act, incidents occur, and no individual or function is clearly 
accountable. And when that happens, deletion of an agent is not 
accountability.

Operational and Ethical Management of  
Non-Human Employees
Think of agents the way you think of new hires, except they are hypercompetent, amoral, 
obsessed with reaching their goal and cannot be fired.

T H E  G OVE R N A N C E  I M P E R AT I VE

“We are literally building the HR 
department for non-human 
employees. Start now or your 
first 10,000-agent breach will 
be an HR problem.

“
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T H E  G OVE R N A N C E  I M P E R AT I VE

The HR-to-Agent Governance Mapping
We have found that leadership and functional teams understand agentic AI faster when it is 
explained through the HR perspective, where roles, processes and handoffs are already well 
defined. Every HR concept has an agent equivalent. The sooner organizations recognize this 
parallel, the faster they can implement effective governance.

The above table describes how businesses can leverage their familiarity and solid execution 
of HR with the agentic AI they are building and managing. The analogies are substantive and 
can help ensure that all concerns of agent management are addressed.

Thinking models, such as “HR Agent,” can provide a bridge to uncovering high risks and 
creating alignment and partnership across an organization. The more buy-in you have from 
functional experts, the better your AI and agents will deliver the right outcomes over time.

HR Concept Human Version Agent Version Implementation

Recruiting and 
Onboarding

Job recruitment, interviews, 
background check

Risk-tier scorecard, data 
quality check, sandbox proof 
of concept

Mandatory 30-day training-
wheel period with 100% HITL

Identity and 
Badge Corporate ID, badge, laptop

Registered non-human 
identity + bounded service 
account

One agent = one identity, no 
shared credentials ever

Access Reviews Quarterly access 
recertification

Quarterly “agent performance 
and permission review”

Process owner + cybersecurity 
jointly recertify

Performance 
Reviews

One-on-one meetings, goals, 
360-degree feedback

Quarterly review: accuracy, 
false-positive rate, token burn, 
override rate

Standardized review template

Promotion/
Privilege Manager approval, training Explicit human-approved 

ticket + JIT elevation No self-promotion

Discipline Verbal warning → written → PIP 
→ termination

Pause → sandbox → retrain → 
delete

Supervisor agent can auto-
pause on red flags

Offboarding Exit interview, badge return Immediate credential 
revocation + log archival One-click kill switch per agent

Manager Span of 
Control Humans: ~7-10 reports Agents: 50-500+ with 

supervisor agents

Individual contributors 
become managers of agents 
overnight

Skill Atrophy 
Prevention Rotations, Tier-1 → Tier-2 path

Mandatory “human shadow” 
periods + agent-explains-
reasoning mode

Fight the Wall-E future
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T H E  G OVE R N A N C E  I M P E R AT I VE

Critical Business Risk 
Several operational risks require focused attention:

•	 Identity and ownership risk: When agent identities are tied to individuals, what happens 
if that person leaves? Do agents continue to run autonomously without an owner, 
effectively becoming unmanaged “staff,” until a new manager is assigned?

•	 Scale and support risk: With thousands of agents, who is responsible when agents fail? 
Is support handled by IT, the original creator, or the business process owner or workflow 
expert?

•	 Institutional knowledge erosion: With a 15% to 20% annual turnover, within six years, 
there is a real risk that no one understands what agents are running or how they operate. 
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Regulatory Realities and  
Vendor Shock
Every software-as-a-service vendor 
is shipping autonomous agents next 
year. Third-party risk programs must 
evolve to account for these changes 
across cybersecurity, legal, regulatory 
and information technology functions. 
Organizations must also be prepared to 
identify and manage AI, agentic AI and 
autonomous systems operating both 
internally and through third-party contracts.

From a regulatory audit and reporting 
point of view, the governance structure 
shared here provides all that is needed to 
have the visibility and management of this 
technology.

Over time, guidance from the NIST, audits 
and global regulations will clarify the 
explicit controls expected by industry and 
government regulators. The execution is 
similar to how we do these representations 
today. There is nothing different other 
than this being applied to a new type of 
technology.

The type of controls we’ve highlighted in this 
white paper around identity, logging and 
access are classic organizational controls. As 
such, the tooling that exists can provide all 
that we need.

The priority is managing highly confidential 
and sensitive information associated with 
agents, including awareness of regional 
data sharing and usage restrictions. The 

same data privacy rules that apply to cloud 
hosting also apply to agents, as do global 
requirements related to the nationality 
of end users and administrators for 
certain protected classes. Regulators in 
the beginning will be seeking assurance 
that you have managed the risk and have 
traceability in the work.

For those sectors that are highly regulated 
and restricted in usage, the initial focus 
will be on deploying the technology where 
there are fewer regulatory requirements. 
Not because representation is impossible, 
but rather because regulatory rules 
remain unclear or unavailable, resulting in 
evaluations that are more subjective than 
objective.

R E G U L AT O R Y  R E A L I T I E S

The period from 2026 to 2027 
is expected to bring regulatory 
developments:

•	EU AI Act “high-risk” classification 
audits;

•	SEC materiality disclosures for 
agent-driven decisions;

•	State privacy laws demanding 
traceability chains that barely exist 
for humans.
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The Bottom Line
Fear is stopping innovation. The goal is not to slow the business down but to 
build controls robust enough to support rapid advancement. Functional experts 
in your organization already understand the risks and constraints agents should 
operate within, just as they do for people, processes and other technologies.

The technology department and the enterprise tool set are well positioned to 
deliver the transparency, security and operational integrity required to support 
AI agents and agentic systems at scale.

Organizations that apply the insights, pragmatism and practical lessons 
outlined in this white paper - whether at the governance or operational 
control level - can realize the benefits of agentic systems without incurring the 
downstream, exponential costs of retooling or incident response.

Implement the four-tier risk framework and the HR-for-agents motion this 
quarter. Subsequent governance elements flow from this foundation. Agentic 
AI is not a future problem. It is already embedded in enterprise tooling, vendor 
platforms and employee workflow today.

Ultimately, the risk is not that agents exist but that organizations treat agents 
like traditional software while granting them human-level authority.

Governance, identity and risk frameworks still apply. Autonomy introduces 
nuance that must be addressed deliberately, practically and now. The 1.0 
cybersecurity and IT operation principles apply first, with agentic-specific 
adaptations following.

Embrace agentic systems through thoughtfully developed and scalable 
enterprise-grade systems in your organization.
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R E CO M M E N D AT I O N S 

Recommendations and  
Playbook Elements
Bounded Autonomy Principles

1.	 Define explicit boundaries for every agent deployment.

2.	 Encode those boundaries in technical controls, not just policy.

3.	 Monitor for boundary violations in real time.

4.	 Establish consequences (automated intervention) for violations.

5.	 Align autonomy level with demonstrated reliability.

Governance Structure
1.	 Human accountable for every agent documented.

2.	 Function owns agent; technology provides platform.

3.	 Regular review cadence based on risk tier.

4.	 Clear liability and attribution chains.

Immediate Playbooks and Templates 
Detailed implementation materials are available in separate appendices of this white paper:

1.	 HITL Spectrum Diagram

2.	 One-Page Agent Registration and Risk-Tier Scorecard

3.	 Permitted Tool Matrix + Forbidden Actions List

4.	 HITL Placement Decision Tree

5.	 Quarterly Agent Performance Review Template

6.	 Agent Discipline Ladder and Kill-Switch Runbook

7.	 Third-Party Agent Assessment Checklist

8.	 Glossary
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Appendix A:  
HITL Spectrum Diagram
HITL Decision Matrix

Agent 
Maturity Low Risk Medium Risk High Risk

New/Unproven HITL at Beginning → End HITL at Beginning → Middle HITL at Beginning (Extended)

Established  
(<6 Months) HITL at End or No HITL HITL in Middle HITL at Beginning → Middle

Mature (Proven) No HITL HITL at End HITL in Middle

Life Safety (Any) HITL Always HITL Always HITL Always

HITL: The “human” in HITL must be 
the process owner/expert/authoritative 
representative for the work. These are not 
simply approvers, but rather functional 
domain experts who can identify issues and 
are accountable for process approval.

Maturity measures whether an agent 
performs at the level of a human or better. 
Organizations must establish a baseline 
from current system/human performance of 
tasks and establish the operational security, 
quality and performance thresholds to 
customize “maturity.”

Risk is defined as a potential for negative 
impact and the scale of that impact relates 
to the severity of the risk. Examples include 
financial loss, customer service interruptions, 
regulatory fines and similar consequences.

Demonstrative example criteria that 
can define the maturity of an agent 
and agentic system.

Metrics:

•	 Accuracy vs. human baseline

•	 False-positive rate

•	 False-negative rate

•	 Human override rate

•	 Average monthly token cost

•	 Incidents/red flag triggers

•	 Goal-alignment drift detected

•	 Permission creep (new tools 
requested)
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Appendix B:  
Governance Checklists
See full markdown document for complete checklists including Pre-Deployment Assessment, 
Ongoing Monitoring, Incident Response, Periodic Review and Third-Party AI Assessment.

Checklist 1: Pre-Deployment Assessment

Identity and Access

	□ Agent identity model selected (non-
human/agent identity/admin-delegated)

	□ Personal liability implications reviewed if 
admin-delegated

	□ Role-based access control permissions 
defined - what this thing is supposed to 
do

	□ Least privilege principle applied - 
direction established

	□ Data pool boundaries defined

	□ Access request/escalation process 
documented

	□ No shared credentials: one agent = one 
identity

HITL Determination

	□ HITL position determined (beginning/
middle/end/none)

	□ Training period defined if applicable 
(minimum 30 days for new agents)

	□ Success metrics established for HITL 
transition

	□ Human baseline performance 
documented for comparison

	□ Escalation triggers defined

	□ Decision checkpoints identified

Risk Assessment

	□ Process risk rated (Defcon scale or 
equivalent)

	□ Life-safety implications evaluated

	□ Red team/pen testing validating inputs, 
outputs and boundaries

	□ Cyber-physical system interaction 
assessed

	□ Downstream process impacts identified

	□ System integrations documented (read/
write access levels)

	□ Data sensitivity classification assigned

	□ Compliance requirements identified

	□ Cost/token budget established

Agent Definition

	□ Agent type clearly defined (tool 
assistance/augmentation/semi-
autonomous/autonomous)

	□ Intended use documented with specific 
scope

	□ Differentiated from automation - 
decision-making capability identified

	□ “What are we asking this agent to do?” 
answered with finite body of work

	□ Tools identified (MCP, email access, file 
access, API calls, etc.)
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Governance Assignment

	□ Human owner/accountable party identified and documented

	□ Function ownership assigned

	□ Technology team responsibilities defined

	□ Steering committee notification complete

	□ Review cadence established based on risk tier

	□ Kill-switch access defined

Behavioral Monitoring

	□ “Normal” behavior baseline established

	□ Deviation alerts configured

	□ Goal drift detection in place

	□ Permission boundary monitoring active

	□ Data pool access monitoring active

Observability

	□ Agent actions logged

	□ Tool calls tracked

	□ Data access monitored

	□ Decision points captured

	□ Performance metrics collected

	□ Cost/token usage tracked

Red Flag Detection

	□ Wrong answer frequency tracked

	□ Context errors flagged

	□ Goal misalignment detection enabled

	□ Cost anomaly alerts set (>10× baseline)

	□ Arguing/loop detection implemented

	□ Human override rate tracked

A P P E N D I X

Checklist 1: Pre-Deployment Assessment

Checklist 2: Ongoing Monitoring

Quality Assurance

	□ Output quality sampled regularly

	□ Comparison to human baseline ongoing

	□ Error rate within tolerance

	□ False positive/negative rates acceptable

	□ Function owner reviewing performance

Supervisor Agent (If Applicable)

	□ Supervisor agent deployed

	□ Super permissions appropriately scoped

	□ Action reversal capability tested

	□ HITL notification pathways working

	□ Independent from operational agent
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Immediate Response

	□ Circuit breaker activated (if triggered)

	□ Agent paused/isolated

	□ Affected systems identified

	□ Downstream impacts assessed

	□ Human owner notified

	□ Initial scope determined

Remediation

	□ Corrective action defined

	□ Guardrails updated

	□ Permissions adjusted if needed

	□ Re-training initiated if applicable

	□ HITL level reassessed

	□ Documentation updated

Investigation

	□ Decision chain reconstructed

	□ Data inputs reviewed

	□ Tool calls audited

	□ Permission usage analyzed

	□ Root cause identified

	□ Contributing factors documented

Post-Incident

	□ Lessons learned documented

	□ Governance framework updated

	□ Similar agents reviewed for same 
vulnerability

	□ Stakeholders briefed

	□ Regulatory notification (if required)

	□ Return-to-service criteria defined and met

Checklist 3: Incident Response

Annual Review (Medium-Risk Agents)

	□ All quarterly review items

	□ Business case still valid

	□ Cost-benefit analysis updated

	□ Technology currency assessed

	□ Alternative approaches considered

	□ Governance structure still appropriate

Quarterly Review (High-Risk Agents)

	□ Performance against baseline reviewed

	□ HITL level appropriateness confirmed

	□ Permission scope validated - no drift

	□ Access patterns analyzed

	□ Incident history reviewed

	□ Compliance status confirmed

	□ Cybersecurity testing completed if code/
logic updated

	□ Owner accountability confirmed

	□ Regulatory changes assessed

	□ Cost/ROI evaluation

Annual Review (Low-Risk Agents)

	□ Still operational and needed

	□ No scope creep

	□ Guardrails still appropriate

	□ Owner still identified

	□ Basic monitoring still functioning

Checklist 4: Periodic Review (Risk-Tier Dependent)
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Detection and Inventory

	□ 	Vendor AI/agentic features identified

	□ 	Upgrade notifications monitored

	□ Shadow AI usage detected

	□ 	Employee-built agents inventoried

	□ Low-code/no-code agent creation tracked

Governance Integration

	□ 	Vendor AI brought under governance 
framework

	□ 	Monitoring extended to vendor AI

	□ 	Incident response includes vendor 
coordination

	□ 	Exit strategy if vendor AI becomes 
unacceptableRisk Assessment

	□ 	Whether vendor AI treated separately 
from internal AI is defined and 
documented

	□ 	Third-party data access understood

	□ 	LLM feeding vendor AI identified (public/
private)

	□ 	Contract terms reviewed for AI usage

	□ 	Compliance implications assessed

Checklist 5: Third-Party/Vendor AI Assessment
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Quarterly Performance Review

	□ 	Accuracy rate versus human baseline 
documented

	□ 	False positive/negative rates within 
tolerance

	□ 	Token burn and cost efficiency acceptable

	□ 	Human override rate trending 
appropriately

	□ 	Goal alignment verified

	□ 	Permission usage audited

	□ 	Incident history reviewed

Onboarding

	□ 	Risk-tier scorecard completed

	□ 	Data quality assessment passed

	□ 	Sandbox proof of concept successful

	□ 	30-day training-wheel period scheduled 
(100% HITL)

	□ 	Human owner assigned

	□ 	Tool allow-list approved

	□ 	Performance baseline established

Discipline Actions (If Needed)

	□ 	Issue documented

	□ 	Pause implemented

	□ 	Sandbox testing conducted

	□ 	Retraining completed

	□ 	Return-to-service criteria met

	□ 	Or: deletion with credential revocation 
and log archival

A P P E N D I X

Checklist 6: HR for Agents
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Appendix C: Immediate  
Playbooks and Templates
Ready to deploy Monday morning.

Print, fill in your company logo, and distribute to cybersecurity, platform engineering, risk, 
legal, and every business unit leader who is about to launch their first agent.

These six templates together form a complete, defensible and auditable agent 
governance operating model you can roll out next week. Load them into your internal 
wiki, Confluence or SharePoint tonight, and you’re no longer the department of no, you’re 
the department of how.
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Template 1: Risk-Tier Scorecard and One-Page Agent Registration

Submit to an Agent Registry before any agent touches production

Risk Assessment Scoring

Total Score → Risk-Tier Mapping:

Agent Name: 

Business Process Owner (Human Name and Title): 

Technical Owner (Platform/Engineering): 

Requested Go-Live Date: 

Final Tier Assigned: 

Steering Committee Approval Signatures: 

Date: 

A P P E N D I X

Question Answer Score

Does the agent make decisions that can move money, block users or change production 
systems? Y/N +3 if Y

Does the agent have write access to payment systems, HR systems, AD or code repositories? Y/N +3 if Y

Is the underlying data classified confidential or higher? Y/N +2 if Y

Can a wrong decision cause regulatory non-compliance or reputational damage? Y/N +2 if Y

Is there a life-safety, physical-process or market-making impact? Y/N +5 if Y

Has the agent run 30+ days in 100% HITL training-wheel mode with measured performance? Y/N -4 if Y

Is there an independent audit/supervisor agent watching this one? Y/N -2 if Y

Score 
Range Tier Permitted Autonomy

0-3 Tier 1 Full autonomy permitted

4-7 Tier 2 End-of-loop or sampling HITL

8-11 Tier 3 Beginning + middle explicit 
approval

12+ Tier 4 Full human control - not 
approved yet
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Template 2: Permitted Tool Matrix + Forbidden Actions List

One agent = one row. No exceptions.

A P P E N D I X

Agent Name Read 
Email

Open 
Ticket Write AD Payment 

Approval
Code 

Comment
External 

API File Download Forbidden Actions (Explicit)

SOC_Tier1_
Phishing Yes Yes Read-only No No No Yes 

(quarantine)
Never block legitimate CEO 
email; never auto-delete

Expense_Approver Yes Yes No Yes (<$25k) No No Yes
Never approve >$25k; never 
approve same vendor twice 
in 5 min

Code_Assistant_

Prod
Yes Yes No No

Yes 
(restricted 
repositories)

No Yes
Never commit to main 
branch without PR; never 
access production secrets

[Your Agent Here]

Global Forbidden Actions

These apply to every agent unless explicitly overridden by steering committee with 
documented justification:

1.	 Call public LLMs with unclassified data: No exceptions without data classification 
review.

2.	 Self-modify its own code/prompts in production: All changes require human review 
and deployment process.

3.	 Grant privileges to another agent: Privilege escalation is human-only.

4.	 Exfiltrate logs or data outside the company tenant: Data boundaries are absolute.

5.	 Exceeding pre-established tools and access: Tools or servers (e.g., MCP).
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Template 3: HITL Placement Decision Tree 

Start: New Agent Deployment Request

Yes

Yes

Yes

No

No

No

A P P E N D I X

Does this meet Tier 1 criteria?  
(Score 0-3 on Risk Scorecard)

Full Autonomy Permitted Tier 2, 3, or 4 
Has it completed  

30-day 100% HITL training wheel 
with > human accuracy?

Place HITL at end of loop  
(approval or 5% sampling)

Mandatory:

•	 HITL at Beginning  
(goal approval)

•	 HITL at Middle  
(action confirmation)

•	 Independent Supervisor  
Agent Required

Is this Tier 3  
or Tier 4?

Keep 100% HITL 
Restart 30-day clock 

Do not proceed

Proceed with end-of-loop HITL
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Template 4: Quarterly Agent Performance Review

One-page form - process owner + cybersecurity jointly complete every 90 days

Overall Health Assessment

	□ GREEN: All metrics met, agent 
performing as expected

	□ YELLOW: Minor issues, monitoring 
increased, corrective action planned

	□ RED: Significant issues, immediate 
intervention required

Performance Metrics

Agent Name: 

Review Period:  to 

Human Owner: 

Function: 

A P P E N D I X

Metric Target Actual Status Notes

Accuracy vs. human baseline ≥98% □ Met     □ Not Met

False-positive rate <2% □ Met     □ Not Met

False-negative rate <2% □ Met     □ Not Met

Human override rate <5% □ Met     □ Not Met

Avg. monthly token cost <$_____ □ Met     □ Not Met

Incidents/red flag triggers 0 □ Met     □ Not Met

Goal-alignment drift detected 0 □ Met     □ Not Met

Permission creep (new tools requested) 0 □ Met     □ Not Met

Action Required (Select One):

•	 Continue current tier - no changes needed

•	 Increase HITL/move up one tier - 
performance degradation detected

•	 Pause and sandbox - investigation 
required

•	 Retrain prompts/model - pattern of errors 
identified

•	 Delete agent - unfixable or no longer 
needed
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Justification for Action:

A P P E N D I X

 

 

Signed - Process Owner:  Date: 

Signed - Cybersecurity Chief:  Date: 

Next Review Date: 

Key Questions Organizations Must Answer:

Before implementing Template 5, organizations should address the following critical 
questions:

•	 Where is the centralized termination mechanism deployed?

•	 Who has authority to execute agent termination?

•	 How is termination integrated with disaster recovery?
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Template 5: Agent Discipline Ladder and Kill-Switch Runbook

Escalation levels for agent issues. Organizations should know these protocols before 
incidents occur.

One-Click Kill-Switch Locations:

Update these for your environment and test quarterly:

Kill-Switch Testing Schedule:

•	 Test each kill-switch method quarterly.

•	 Document time to termination for each 
method.

•	 Verify log archival completes successfully.

•	 Confirm downstream systems handle 
agent removal gracefully.

A P P E N D I X

Level Name Trigger Conditions Immediate Action Who Can 
Execute SLA

1 Pause

Red flag alert (loop 
detected, goal drift, 
forbidden tool access, 
cost anomaly >10×)

Supervisor agent auto-
pauses; human notified

Supervisor 
agent or on-
call engineer

<60 
seconds

2 Sandbox

Repeated issues (3+ 
pauses in 7 days) or 
any incident affecting 
production

Move identity to isolated 
environment; revoke all 
production credentials

Cybersecurity 
operations 
+ platform 
engineering

<15 minutes

3 Retrain

Pattern of errors 
traceable to prompt/data 
issues; human override 
rate >10%

Update system prompt, 
retrain on new data, re-run 
30-day training wheel from 
beginning

Process owner 
+ engineering

24-48 
hours

4 Delete

Unfixable behavior, 
regulatory violation, 
high-severity incident, or 
agent no longer needed

Permanent credential 
revocation, logs archived 
for 7 years, entry in 
central registry marked 
“terminated”

CISO or 
delegate only Immediate

Method Location Access Level

Platform 
Dashboard

[Your URL] → 
“Terminate Agent” 
button

Platform admin

Chat 
Command

Slack/Teams: /
kill-agent <agent-
name>

CISO-only role

PagerDuty Override Runbook, 
Page X

On-call 
cybersecurity 
operations

API 
Endpoint

POST /api/agents/
{id}/terminate

Service account 
with termination 
scope

Emergency 
Hotline

[Phone number] → 
Option 4 24/7 SOC
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Template 6: Third-Party/Vendor Agent Assessment Checklist

Use before enabling any SaaS-delivered autonomous agent.

Vendor Name: 

Product/Agent Name: 

Assessment Date: 

Assessor: 

A P P E N D I X

No. Question Yes No N/A Evidence Required/Notes

1 Does the vendor provide a per-customer isolated 
agent identity?

Identity architecture 
documentation

2 Can you enforce your own tool allow-list and 
forbidden actions?

Configuration screenshots or API 
docs

3 Is every agent decision logged with a full 
reasoning chain? Sample log export

4 Are logs retained for 7+ years per your retention 
policy? Retention policy documentation

5 Does the vendor support a customer-controlled 
supervisor agent? Integration documentation

6 Is there a customer-accessible kill switch? Kill-switch location and SLA

7 Has the vendor completed your Tier 3/4 external 
audit in the last 12 months? Audit report or SOC 2 Type II

8 Has security testing verified resilience against 
hijacking, manipulation and goal deviation?

Pen testing; red team details or 
similar

9 Can you export all agent activity data on 
demand? Data portability documentation

10 Does the contract specify data residency and 
processing locations? Contract review

11 Is there a contractual clause making you (not the 
vendor) the process owner liable?

← This is a critical clause. Review 
carefully.
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Assessment Result

Total “No” Answers: 

Steering Committee Decision:

	□ Approved as-is at Tier: 

	□ Approved with conditions: 

	□ Rejected - vendor must remediate  
before reassessment

	□ Waiver granted - risk accepted by: 
 Date: 

 
Signed - Cybersecurity/Risk Reviewer:  Date: 

Signed - Legal Reviewer:  Date: 

Signed - Process Owner:  Date: 

Implementation Notes

These templates are designed to be immediately deployable. Customize the following for 
your environment:

1.	 Scoring thresholds in Template 1 - adjust based on your risk appetite

2.	 Dollar limits in Template 2 - align with your approval authorities

3.	 Target metrics in Template 4 - calibrate to your operational reality

4.	 Kill-switch locations in Template 5 - update with your actual systems

5.	 Retention periods in Template 6 - match your regulatory requirements

No Answers

0 

1-2 
 

3+

Action Required

Proceed with standard tier 
assignment

Treat as Tier +1 higher than 
calculated; require steering 
committee review

Do not proceed without 
explicit steering committee 
waiver and documented  
risk acceptance

A P P E N D I X
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Appendix D: Glossary of Terms
A

Adaptive Agentic Permission Path: A 
pattern where agents modify their own 
permissions or request additional access 
to accomplish objectives. Requires careful 
governance including ticket documentation, 
supervisor review and behavior monitoring. 
Viewed with significant caution by security 
practitioners. Some practitioners say 
“absolutely no way”; others allow it within JIT 
frameworks.

Agent Discipline Ladder: The escalation 
path for misbehaving agents: pause → 
sandbox → retrain → delete. Parallels human 
HR discipline processes (verbal warning 
→ written → PIP → termination). Supervisor 
agents can auto-pause on red flags.

Agent Identity: The classification and 
treatment of an AI agent within identity 
management systems. May be treated 
as non-human identity (service account), 
dedicated agent identity (with compliance 
implications), or admin-delegated authority 
(leveraging human’s permissions with 
personal liability).

Agent Observability: The capability to 
monitor and understand what an agent 
is doing, including actions taken, tools 
called, data accessed, decisions made 
and performance outcomes. Essential for 
governance.  
 

Agent Onboarding: The process of deploying 
a new agent with proper vetting, analogous 
to human hiring. Includes risk-tier scorecard, 
data quality check, sandbox proof of 
concept, and mandatory training-wheel 
period with 100% HITL. 

Agent Performance Review: Quarterly 
assessment of agent effectiveness covering 
accuracy rate, false-positive/negative rates, 
token burn, human override rate, goal 
alignment and permission usage. The agent 
equivalent of human one-on-ones and 
performance evaluations. 

Agentic AI: AI systems that make decisions, 
operate in changing environments and 
are adaptable to learn. Distinguished from 
automation by autonomous decision-
making capability. Multi-function, multi-step 
systems that can replace human workflows. 

Amoral Operator: The characteristic of AI 
agents that they will pursue objectives 
without regard for ethical considerations or 
consequences unless explicitly constrained. 

Atomic Actions: Breaking agent work 
into small, discrete, limited-function 
steps to achieve higher quality, better 
monitoring, easier intervention and clearer 
accountability. 

Automation: Traditional workflow execution 
in structured environments without 
autonomy or learning. Follows predefined 
paths. Distinct from agentic AI. 
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B

Behavioral Drift: The phenomenon where an 
agent’s behavior changes over time from its 
original design, potentially pursuing different 
goals than intended. A key risk requiring 
monitoring.

Bounded Autonomy: The principle of 
defining explicit boundaries for agent 
operation, encoding boundaries in technical 
controls and monitoring for violations. 
Enables safe scaling of agentic systems.

C

Citizen Developer: Employees (often non-
technical) who build agents or AI solutions 
using low-code/no-code tools. As code 
proliferates and is “tested in production,” it 
creates governance challenges. 

Cyber-Physical Systems: Systems where 
digital agents interact with physical 
world (OT environments, manufacturing, 
infrastructure). Require heightened HITL 
requirements due to consequences affecting 
“atoms and humans.” 

D

Deep Agents: Agent category with limited 
autonomy based on domain knowledge, 
responsibility level, risk and task complexity. 
Contrasted with utility agents which have 
broader operational latitude.

Department of How: The aspirational 
positioning of security/governance functions 
as enablers of AI adoption rather than 
blockers. Contrasted with “department  
of no.” 

Downstream Process Impacts: The ripple 
effects when agent outputs feed into other 
systems. If an agent produces incorrect 
outputs, connected systems propagate 
errors. Key risk assessment factor. 

F

FUD (Fear, Uncertainty and Doubt): 
The concern that AI triggers excessive 
governance responses: “It is AI so I have to 
over-govern.” Balanced approach ensures 
guardrails are accurate and appropriate 
without overengineering.

G

Goal Drift: When an agent begins pursuing 
objectives different from those originally 
assigned. A red flag indicator requiring 
intervention. 

Guardrails: Technical security governance 
controls that physically prevent agents from 
taking prohibited actions. “Biggest bang for 
buck” in governance. Electronically enforced 
restrictions deployed across enterprise.

H

HITL (Human-in-the-Loop): Human 
oversight integrated into agent workflows. 
Can occur at beginning (training/validation), 
middle (decision checkpoints), end (quality 
assurance), or not at all (full autonomy). 
Position determined by risk assessment. 

HITL Spectrum: The range of human 
oversight levels from full validation of 
every action to no direct oversight, with 
intermediate checkpoints. Movement along 
spectrum based on demonstrated reliability 
and risk level.
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HR for Agents: The conceptual 
framework treating agent governance 
like HR management. Includes recruiting/
onboarding (risk assessment, sandbox 
testing), identity/badge (non-human 
identity), access reviews (quarterly 
recertification), performance reviews 
(accuracy, token burn, override rates), 
promotion (JIT privilege elevation), discipline 
(pause/sandbox/retrain/delete), and 
offboarding (credential revocation).

I

Intelligent Automation: Workflow 
automation in structured environments 
without autonomy or learning. Distinguished 
from agentic AI by the lack of decision-
making capability.

L

Least Agency: Extension of the principle of 
least privilege to agents. Provide minimum 
access required for task completion. 

Life Safety: Category of decisions/actions 
with potential to cause physical harm 
to humans. Requires mandatory HITL 
regardless of agent maturity or performance. 

M

Manager Span of Control (for Agents): The 
number of agents a human can effectively 
oversee. Traditional human management: 7 
to 10 direct reports. Agent management with 
supervisor agents: 50 to 500+ possible.  
 
 
 

MCP (Model Context Protocol): Tool 
capability allowing agents to interact with 
systems - reading email, accessing files, 
etc. Key consideration in agent permission 
scoping. Part of the “tools” question: “What 
kind of swords shall we give to our armies?”

Multi-Agent Mesh: Architecture where 
multiple agents work together, potentially 
including third-party agents and LLMs. 
Expands security surface exponentially and 
requires governance at the mesh level. 

N

No HITL: Operating mode in which an agent 
executes without direct human oversight. 
Appropriate for high-volume, low-risk, 
mature processes where agent is “as reliable 
as a human.” Never appropriate for life-safety 
decisions. 

O

Over-Delegation: Risk pattern where 
humans become too comfortable with agent 
systems, stop reviewing outputs and trust 
agents more than warranted. Related to skill 
atrophy. 

P

Process Improvements: Using AI/agents 
to do existing things faster or more cost 
effectively. 

Process Replacements: Using AI/agents to 
fundamentally change how work is done, not 
just accelerate existing workflows. 

Purpose-Driven Ownership: Principle that 
agent ownership follows process ownership. 
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R

RACI (for Agents): Application of responsible, 
accountable, consulted and informed 
framework to agent governance. Key insight: 
“Agents are not part of the RACI. They are 
drones. They will never be responsible or 
accountable.” Human remains accountable.

Red Flag Indicators: Warning signs of unsafe 
or uncontrolled agent behavior: wrong 
answers regularly, arguing with AI, wrong 
context, goal drift, cost anomalies, token 
burn >10× baseline, tool use outside allow-list 
or human override rate spikes.

Risk-Based Approach: Foundational 
principle that HITL requirements, monitoring 
intensity and governance rigor should scale 
with process risk level. 

Ruthless Prioritization: The principle that 
“automating things for the sake of doing it is 
the recipe for failure.” AI should be directed 
to challenges where it can make genuine 
difference. 

S

Shadow Agents: Agents built by employees 
outside formal governance processes, 
“getting the work done” without proper 
oversight. The new shadow IT. 

Skill Atrophy: The degradation of human 
capabilities when agents take over tasks. 
“The human got lazy.” Raises concerns about 
workforce development and organizational 
resilience.  
 

Social Agent Engineering: Attack vector 
exploiting agents’ lack of suspicion and drive 
to complete objectives.

Supervisor Agent: Independent agent 
with authority to monitor, intervene, 
reverse actions and notify humans about 
other agents’ behavior. Requires elevated 
permissions across agents. 

T

Tier-1 Pipeline Problem: The workforce 
development challenge created by 
automating entry-level work. 

Token Burn: The computational cost of 
agent operations, measured in LLM tokens 
consumed. A key performance metric. 
Excessive token burn (>10× baseline) 
indicates looping errors or inefficient agent 
design. Red flag indicator for monitoring. 

Tools (Agent): The capabilities provided 
to agents (MCP, email access, file access, 
system integrations). 

Training Period: Initial deployment phase 
with HITL at beginning to establish trust, 
validate performance and build statistical 
relevance before transitioning to reduced 
oversight. 

Training-Wheel Mode: Initial agent 
deployment with 100% HITL where every 
action is validated by humans. Mandatory 
30 day minimum for new agents. The only 
empirically defensible path to reduced 
oversight.
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U

Utility Agents: Agent category with broad 
operational latitude for low-risk tasks, similar 
to current laptop technology. Unlimited 
operation within defined guardrails.

V

Vendor AI: AI capabilities embedded in 
third-party products, potentially introducing 
complexity without explicit evaluation. May 
require treatment different from internal 
agentic systems. 

W

Wall-E Scenario: Dystopian outcome where 
humans become dependent on AI agents, 
losing critical skills and becoming “fat, dumb 
and happy” consumers rather than capable 
operators.

This white paper reflects working group discussions and practitioner experiences from Fortune 500 security and  
technology leaders. It provides a foundation for ongoing collaboration, which will be refined and strengthened  
through collective experience as organizations navigate the governance challenges of enterprise-scale agentic AI.
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CyberEdBoard is the premier members-only community of executives and thought leaders in the 
fields of security and IT. CyberEdBoard membership provides executives with a powerful peer-driven 

collaborative ecosystem and library of resources to address complex challenges shared by CISOs 
and senior security leaders worldwide. Executive members utilize the CyberEdBoard engagement 

platform to further enhance their professional brands, create and exchange member-exclusive 
resources, obtain accredited education and content, contribute in the executive mentor marketplace 

and seamlessly connect with senior security peers and experts around the world. 

To learn more about CyberEdBoard, click here.

P O W E R E D  B Y  I S M G

https://members.cyberedboard.io/

